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Abstract--This paper focuses on building a platform for Big Data analytics in the cloud by introducing a storage layer optimized for 

structured data and by providing a framework for executing SQL queries efficiently. This work considers processing data warehousing queries 

over very large datasets. Our goal is to maximize performance while, at the same time, not giving up fault tolerance and scalability. We 

analyze the complexity of this problem in the split execution environment of HadoopDB. Here, incoming queries are examined; parts of the 

query are pushed down and executed inside the higher performing database layer; and the rest of the query is processed in a more generic 

MapReduce framework. In this paper, we discuss in detail performance-oriented query execution strategies for data warehouse queries in split 

execution environments, with particular focus on join and aggregation operations. The efficiency of our techniques is demonstrated by running 

experiments using the TPC- H benchmark with 3TB of data. In these experiments we compare our results with a standard commercial parallel 

database and an open-source MapReduce implementation featuring a SQL interface (Hive). We show that query execution and map reduce 

successfully competes with other systems 

Keywords: Split Query Execution, TPC-H Benchmark, MapReduce, Experimentation  

I. INTRODUCTION 

Efficient processing of data warehousing Queries are 
using the data are store and spilt in the data warehouses. As 
business “best practices” trend increasingly towards basing 
decisions off data and hard facts rather than instinct and 
theory, the corporate thirst for systems that can manage, 
process, and granularly analyze data is becoming insatiable. 
Venture capitalists are very much aware of this trend, and 
have funded no fewer than a dozen new companies in recent 
years that build specialized analytical data management 
software at the same time, the amount of data that needs to be 
stored and processed by analytical database systems is 
exploding. This is partly due to the increased automation 
with which data can be produced (more business processes 
are becoming digitized), the proliferation of sensors and data-
producing devices, Web-scale interactions with customers, 
and government compliance demands along with strategic 
corporate initiatives requiring more historical data to be kept 
online for analysis Given the exploding data problem, all but 
three of the above mentioned analytical database start-ups 
deploy their DBMS on a shared-nothing architecture Parallel 
databases have been proven to scale really well into the tens 
of nodes (near linear scalability is not uncommon). However, 
there are very few known parallel databases deployments 
consisting of more than one hundred nodes, and to the best of 
our knowledge, there exists no published deployment of a 
parallel database with nodes numbering into the thousands. 
There are a variety of reasons why parallel databases 
generally do not scale well into the hundreds of nodes. First, 
failures become increasingly common as one adds more 
nodes to a system, yet parallel databases tend to be designed 
with the assumption that failures are a rare event. Second, 
parallel databases generally assume a homogeneous array of 
machines, yet it is nearly impossible to achieve pure 
homogeneity at scale. Third, until recently, there have only 
been a handful of applications that required deployment on 
more than a few dozen nodes for reasonable performance, so 

parallel databases have not been tested at larger scales, and 
unforeseen engineering hurdles await. Ideally, the scalability 
advantages of MapReduce could be combined with the 
performance and efficiency advantages of parallel databases 
to achieve a hybrid system that is well suited for the 
analytical DBMS market and can handle the future demands 
of data intensive applications. In this paper, we describe our 
implementation of and experience with HadoopDB, whose 
goal is to serve as exactly such a hybrid system. 

Information based technologies are being heavily used in 
almost every industry including public and private sectors. 
However, the effort to provide effective data analysis for 
better decision support is quite costly. In an ever changing 
environment, timely & accurate information is as good as the 
time window allows. To make effective decisions one needs 
all related data available to provide timely and appropriate 
support, therefore it is a big challenge to built, operate and 
manage such an integrated data store in a cost effective way. 
Materialized view in data warehouse offers an excellent 
solution for it. To avoid accessing the original data sources 
and increase the efficiency of the queries posed to the data 
warehouse, some intermediate results stored in a data 
warehouse is called materialized view. A Materialized view 
provides indirect access to the table data by storing the 
results of query in a separate object. 

II. LITERATURE SURVEY 

The evaluation of technologies has a s its primary goal to 
answer questions about the effects of some efficient Efficient 
Processing of Data Warehousing Queries in a Split Execution 
Environment. 

In recent years a significant amount of research and 
commercial activity has focused on integrating MapReduce 
and relational database technology. There are two approaches 
to this problem: (1) Starting with a parallel database system 
and adding some MapReduce features and (2) Starting with 
MapReduce and adding database system technology. While 
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both options are valid routes towards the integration, we 
expect that the second approach will ultimately prevail. This 
is because while there exists no widely available open source 
parallel database system, MapReduce is offered as an open 
source project. Furthermore, it is accompanied by a plethora 
of free tools, as well as cluster availability and support. 

In this paper, we describe several query execution and 
storage layer strategies that we developed to improve 
performance by yet another order of magnitude in 
comparison to the original research project. As a result, 
HadoopDB performs up to two orders of magnitude better 
than standard HadoopDB Furthermore, these modifications 
enabled HadoopDB to efficiently process significantly more 
complicated SQL queries. These include queries from the 
TPC-H benchmark the most commonly used benchmark for 
comparing modern parallel database systems. The techniques 
we employ range from integrating with a column store 
database system (in particular, one based on the 
MonetDB/X100 project), introducing referential partitioning 
to maximize the number of single-node joins, integrating 
semi joins into the Hadoop Map phase, preparing aggregated 
data before performing joins, and combining joins and 
aggregation in a single Reduce phase. The position papers 
discuss the authors’ experience with evaluating some 
technology for software maintenance. The following gives a 
short summary of each position paper in the workshop 
proceedings. 

“HadoopDB: An Architectural Hybrid of MapReduce and 
DBMS Technologies for Analytical Workloads”. Given by 
A.  Abouzeid, K. Bajda-Pawlikowski, D. J. Abadi, A. 
Silberschatz, and A. Rasin., 2009. 

The central idea behind HadoopDB is to create a single 
system by connecting multiple independent single-node 
databases deployed across a cluster (see our previous work 
for more details). Figure 1 presents the architecture of the 
system. Queries are parallelized using HadoopDB, which 
serves as a coordination layer. To achieve high efficiency, 
performance sensitive parts of query processing are pushed 
into underlying database systems. HadoopDB thus resembles 
a shared-nothing parallel database where Hadoop provides 
runtime scheduling and job management that ensures 
scalability up to thousands of Nodes. 

The main components of HadoopDB include: 

1. Database Connector that allows Hadoop jobs to access 
multiple database systems by executing SQL queries via a 
JDBC interface. 

2. Data Loader that hash-partitions and splits data into 
smaller chunks and coordinates their parallel load into the 
database systems. 

3. Catalog which contains both metadata about the 
location of database chunks stored in the cluster and statistics 
about the data. 

4. Query Interface which allows queries to be submitted 
via a MapReduce API or SQL.  

 

Fig 1: The HadoopDB Architecture 

In the original HadoopDB paper, the prototype was built 
using PostgreSQL as the underlying DBMS layer. By design, 
HadoopDB may leverage any JDBC-compliant database 
system. Our solution is able to transform a single-node 
DBMS into a highly scalable parallel data analytics platform 
that can handle very large datasets and provide automatic 
fault tolerance and load balancing. 

This paper, we demonstrate our exibility by integrating 
with a new columnar database engine. 

“Eficient Parallel Set-Similarity Joins Using 
MapReduce”. Given by R. Vernica, M. Carey, and C. Li., 
2010 

Split MR/DB Joins For tables that are not co-partitioned 
the join is generally performed using the MapReduce 
framework. This usually takes place in the Reduce phase of a 
job. The Map phase reads each table partition and, for each 
tuple, outputs the join attribute intended to automatically 
repartition the tables between the Map and Reduce phases. 
Therefore, the same Reduce task is responsible for processing 
all tuples with the same join key. Natural joins and equi-joins 
require no further network communication the Reduce tasks 
simply perform the join on their partition of data. The above 
algorithm works similarly to a partitioned parallel join 
described in parallel database literature. In general, this 
method requires repartitioning both tables across nodes. In 
several specific cases, however, the latter operation is 
unnecessary a situation that parallel DBMS implementations 
take advantage of whenever possible. Two common join 
optimizations are the directed join and the broadcast join. 
The former is applicable when one of the tables is already 
partitioned by the join key. In this case only the other table 
has to be distributed using the same parti-tioning function. 
The join can proceed locally on each node. The broadcast 
join is used when one table is much larger than the other. The 
large table should be left in its original location while the 
entire small table ought to be shipped to every node in the 
cluster. Each partition of the larger table can then be joined 
locally with the smaller table. Unfortunately, implementing 
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directed and broadcast joins in Hadoop requires computing 
the join in the Map phase. This is not a trivial task2 since 
reading multiple data sets with an algorithm that might 
require multiple passes does not well into the Map sequential 
scan model. Furthermore, HDFS does not promise to keep 
different datasets co-partitioned between jobs. Therefore, a 
Map task cannot assume that two different datasets 
partitioned using the same hash function are actually stored 
on the same node. For this reason, previous work on adding 
specialized joins to the MapReduce framework typically 
focused on the relatively simple broadcast join. This 
algorithm is implemented in Hive, Pig, and a recent research 
paper. Since none of the abovementioned systems implement 
cost-based query optimizers, a hint must be included in the 
query to let the system know that a broadcast join algorithm 
should be used. 

“Using Hadoop Data prepration and loading.” Given by 
E. Albanese, 2008 

The benchmark data were generated using the dbgen 
program provided by TPC, running in parallel on every node. 
We used the appropriate parameters to produce a consistent 
dataset across the cluster. Each of the 45 nodes in our cluster 
received about 76GB of raw data. 

DBMS-X-We followed the DBMS-X vendor suggestions 
and used the DDL scripts from their TPC-H report to create 
the tables and indices, and to define data distribution. All 
tables were globally hash-partitioned across the nodes on 
their primary key, except for the partsupp and line item 
relations, which were hash-partitioned on only the first of the 
two columns that make up their primary key. The supplier 
and customer relations are indexed on their respective nation 
keys, and the nation table was indexed on its region column. 
Finally, on each node of the cluster, DBMS-X organized the 
line item and orders relations by the month of their date 
columns for a partial ordering by date. The optimizer of 
DBMS-X is aware of the partial ordering and with the 
appropriate predicates can eliminate portions of the table 
from consideration. The loading process consists of two 
steps. First, data are repartitioned and shuffed; second, the 
repartitioned data are bulk loaded on each node. The DBMS-
X loading utility, which we invoked on each node, can 
directly consume and transform data produced by the TPC-H 
data generator. The partitioning phase can proceed in 
parallel, but DBMS-X serializes each load phase and does 
not make full use of the available disk bandwidth. DBMS-X 
does not reliably indicate the time spent in the two phases, so 
we report only total load time which was 33h3min. 

Hive and Hadoop's –filesystem utility was run in parallel 
on all nodes and copied unaltered data files into HDFS under 
a separate directory for each table. Each file was 
automatically broken into 256MB blocks and stored on a 
local DataNode. In addition, we executed Hive DDL scripts 
to put relational mapping on the files. Thanks to its 
simplicity, the entire process took only 49 minutes.  

HadoopDB-In the first step, HadoopDB also loaded raw 
data into HDFS. Then, HadoopDB Data Loader utilities, 

implemented as MR jobs, performed global hash-partitioning 
of each data  file across the cluster. In the case of the lineitem 
table, this two-step process involved a join with the orders 
table to retrieve the customer key attribute needed for 
referential partitioning. Next, each node downloaded its 
partitions into a local filesystem. Finally, each group of co-
partitioned tables was broken into smaller chunks, which 
observe referential integrity constraints with the maximum 
size of 3.5GB. The entire partitioning process took 11h4min. 
Referential hash-partitioning was the most expensive part 
(6h42min).The chunked files were bulk-loaded in parallel 
into each instance of the VectorWise server using the 
standard SQL COPY command. During this process data 
were also sorted according to the clustering index and VW's 
internal indices were created. In the last step, the VW 
optimizedb tool was run to generate statistics. 

“Optimized Cost Effective Approach for Selection of 
Materialized Views in Data warehousing”. Given by 
Ashadevi B., Balasubramanian B. 1, April 2009 

Since decade, researchers have been interested in 
materialized view selection. During the study, several 
attempts have been made to select the appropriate set of 
materialized view & maintain it which minimizes the cost of 
query. The problem of finding views for materialization to 
answer queries has traditionally been studied under the name 
of view selection. Its original motivation comes up in the 
context of data warehousing. It describes the advancements 
achieved in materialized view selection and also discussed 
the progress made in view selection problem with various 
approaches. In spite of the success of the various approaches, 
they often suffer with some problems like they couldn’t 
acquire a good initial solution, not found a scalable solution 
and might not be an optimal for the best set of materialized 
views. An evolutionary algorithm in for materialized view 
selection is particularly suited for large and complex 
problems where little prior knowledge is available. This 
approach is based on multiple global processing plans for 
queries. A hybrid evolutionary algorithm is applied to solve 
three related problems. A theoretical framework for the 
general view selection problem and polynomial-time 
algorithms for some special cases presents in , which lower 
bound the benefit of the optimal solution. The view selection 
problem under the maintenance time constraint with two 
heuristics algorithms is explained in . The key underlying 
these algorithms is to define good heuristic functions and to 
reduce the problem to some well-solved optimization 
problems. again extends the work to address the problem of 
selecting views to materialize under the constraint of a given 
amount 

of total maintenance time. The proposed cost effective 
framework for materialized view selection explained in .The 
proposed framework exploits all the cost metrics associated 
with materialized views such as query frequency, query 
access cost, base-relation update frequency, view 
maintenance cost and the system’s storage space constraints. 
The framework sustains existing materialized views 
periodically by removing views with low access frequency 
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and high storage space. VRDS algorithm presents in based on 
view relevance to select views in. Due to the space constraint 
and maintenance cost constraint, the materialization of all 
views is not possible. Therefore, a subset of views needs to 
be selected to be materialized. The 0–1 integer programming 
technique in used to obtain the optimal global processing 
plan and then a heuristic algorithm was employed to select 
the materialized views based on this global processing plan. 
It is worth noting that the optimal global processing plan 
found in such a way may not lead to the best set of 
materialized views. A heuristic algorithm proposed in, which 
utilizes a Multiple View Processing Plan (MVPP) to obtain 
an optimal materialized view selection, such that the best 
combination of good performance and low maintenance cost 
can be achieved &is used to present the problem formally. 
An entirely different strategy for implementing a materialized 
sampling algorithm is an online algorithm, which is used to 
produce a much larger sample by the structure as time 
progresses. This uses a new data structure called the ACE 
Tree to index the records in the sample view. At the highest 
level, the ACE Tree partitions a data set into a large number 
of different random samples such that each is a random 
sample without replacement from one particular range query. 
a greedy algorithm for selection of materialized view so that 
query evaluation costs can be optimized in the special case of 
“data cubes”. However the cost of view maintenance and 
storage were not addressed in this piece of work. the greedy 
algorithm to compute the maintenance cost and storage 
constraint in the selection of materialized view . AND-OR 
view graphs are introduced to represent all the possible ways 
to generate database views such that the best query path can 
be utilized to optimize query. 

III. PROBLEMS STATEMENT  

The paper starts by saying that DWS are becoming 
increasingly important and data is rowing at a huge rate. 
Unfortunately, the usual parallel DBMSs do not scale well 
because they cannot handle failures very well. On the other 
hand, MapReduce handles failures and stragglers 
(heterogeneous systems) well and scales well, but does not 
perform as well as DBMSs.  

I. HadoopDB : An Architectural Hybrid of MapReduce 
and DBMS Technologies for Analytical Workloads - 
HadoopDB still doesn’t solve the problems that we face 
when trying to build a federated database system . The truth 
is a depressing one there is currently no solution for building 
federated databases that incorporate data from across the 
enterprise. Database vendors, DBAs, and more traditional 
corporate IT departments will tell you that this is a Good 
Thing™. I’ve mentioned before that you should choose the 
databasethat is best suited for the task at hand. HadoopDB 
isn’t a federated database so much as it is a way to avoid 
scaling a relational database into thousands of cheap nodes 
and paying millions of dollars in licensing fees for Teradata, 
Microsoft’s Parallel Data Warehouse, or Oracle’s Exadata. 
The unfortunate truth is that if we want a federated database 
we’re going to have to build it ourselves. 

II. An Effective Cost Approach Technique Using 
Materialized View for Query Evaluation- An Effective cost 
approach technique encounters the problem of view 
maintenance if all possible views are materialized in advance. 
Reducing query time by means of selecting a proper set of 
materialized view with a lower cost is crucial in databases. 
effective cost appoach cannot handle decrese the candidate 
blow-up storing and dictionary in some distributed key-value 
store 

III. Hadoop data preparation and data loading - Hadoop 
data preparation loading the tasks of the failed node are 
distributed over the remaining available nodes that contain 
replicas of the data. HadoopDB slightly out performs 
Hadoop. In Hadoop TaskTrackers assigned blocks not local 
to them will copy the data first from a replica before 
processing. In HadoopDB, however, processing is pushed 
into the replica database. Since the number of records 
returned after query processing is less than the raw size of 
data, HadoopDB does not experience Hadoop’s network 
overhead on node failure. 

IV. Optimized Cost Effective Approach for Selection of 
Materialized Views in Data Warehousing - The problem of 
finding views to materialize to answer queries has 
traditionally been studied under the name of view selection. 
Its original motivation comes up in the context of data 
warehousing. View materialization one encounters the 
problem of space insufficiency if all possible views are 
materialized in advance. Reducing query time by means of 
selecting a proper set of materialized views with a lower cost 
is crucial for efficient DW. 

IV. HYPOTHESIS  

The paper is interesting and reads well. The system itself 
is also very smart, and it’s a wonder no one has built it 
before. I would really like to see what ends up happening 
with it and how it ends up performing in the real world. 

I. I have solved the problem federated database system 
through that paper federated database system stores meta data 
about other databases and makes it easier to integrate them 
through a single interface. This paper addresses the issues 
associated with query processing and proposes a model for 
query processing in a federated database environment. Issues 
associated with database schema integration referred to in 
this paper have been described in . The system is capable of 
processing standard and ad-hoc queries, accessing multiple 
databases on the network and producing information products 
composed of attribute and spatial data. Many relational 
databases have features that support integrating with other 
relational databases through SQL Server’s linked servers or 
Oracle’s database links. one of the problems with these 
features is that they only allow relational databases to talk to 
other relational databases. 

II. The materialized view design problem is the problem 
of selecting a set of views to materialize in the database or 
data warehouse which answer all queries of interest while 
minimizing the response time remaining within a given view 
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maintenance cost window. In this research work, proposed 
approach will be used to select a right set of materialized 
view & maintained it in data warehouse by reflecting the 
changes in it. To implement this idea, the research work 
proposes ace tree based materialized view selection method 
for query processing to minimize the response time. This 
paper is used for creating and maintaining materialized views 
using the tree based approach. Initially all records are 
arranged in ascending order of their key values. Then the 
middle record is selected as root element of tree. The records 
are then split till the threshold doesn’t reach so that the leaf 
of tree should contain the number of records that will be 
available in SQL materialized view. Then the materialized 
view is created for each leaf node, indirectly each leaf 
represents materialized view that has to be created and 
maintained. 

III. In the HadoopDB data preparation and loading solve 
the problems overhead on the node failures in an 
environment where one node is extremely slow, HadoopDB 
and Hadoop experience less than 30% increase in total query 
execution time, while Vertica experiences more than a 170% 
increase in query running time. Vertica waits for the straggler 
node to complete processing. HadoopDB and Hadoop run 
speculative tasks on Task Trackers that completed their tasks. 
Since the data is chunked (HadoopDB has 1GB chunks, 
Hadoop has 256MB blocks), multiple Task Trackers 
concurrently process different replicas of unprocessed blocks 
assigned to the straggler. Thus, the delay due to processing 
those blocks is distributed across the cluster. In our 
experiments, we discovered an assumption made by 
Hadoop’s task scheduler that contradicts the HadoopDB 
model. In Hadoop, Task Trackers will copy data not local to 
them from the straggler or the replica. HadoopDB, however, 
does not move PostgreSQL chunks to new nodes. Instead, the 
TaskTracker of the redundant task connects to either the 
straggler’s database or the replica’s database. If the 
TaskTracker connects to the straggler’s database, the 
straggler needs to concurrently process an additional query 
leading to further slowdown. 

IV. The problem of finding views selection to materialize 
to answer queries has traditionally been studied under the 
name of view selection. Its original motivation comes up in 
the context of data warehousing. The materialized view 
selection problem can be follow maintenance time MT and 
existing materialized views Mv, the view selection problem 
is to select a set of  

views M to be materialized, that minimize total cost 
associated with materialized views under storage space and 
maintenance cost constraints. The storage space constraint is 
the space which should not be exceeded by materializing the 
views. The maintenance cost constraint is the total time 
which should not be exceeded while maintaining the 
materialized views. The framework sustains existing 
materialized views periodically by removing views with low 
access frequency and high storage space. The queries with 
high access frequencies are selected for the view selection 
problem. The intermediary views are represented in a 

comparatively simpler format than that of our previous work, 
which in itself was an enhancement over the conventional 
representation with the aid of and-dag that makes use of a 
tree based structure resulting in computational complexity 
and additional traversal time. 

V. IMPLEMENTATION 

Our experiments show that HadoopDB is able to 
approach the performance of parallel database systems while 
achieving similar scores on fault tolerance, an ability to 
operate in heterogeneous environments, and software license 
cost as Hadoop. Although the performance of HadoopDB 
does not in general match the performance of parallel 
database systems, much of this was due to the fact that 
PostgreSQL is not a column-store and we did not use data 
compression in PostgreSQL. Moreover, Hadoop and Hive are 
relatively young open-source projects. We expect future 
releases to enhance performance. As a result, HadoopDB will 
automatically benefit from these improvements.  

HadoopDB is therefore a hybrid of the parallel DBMS 
and Hadoop approaches to data analysis, achieving the 
performance and efficiency of parallel databases, yet still 
yielding the scalability, fault tolerance, and flexibility of 
MapReduce-based systems.The selection of views to 
materialize is one of the most important issues in designing a 
data warehouse The view-selection problem has been 
addressed in this paper by means of taking into account the 
essential constraints: maintenance cost and storage space. In 
this paper, we have presented a framework, which is an 
optimized version of our previous work, for selecting views 
to materialize so as to achieve the best combination of good 
query response, low query processing cost and low view 
maintenance cost in a given storage space constraints. The 
presented framework considered all the cost metrics 
associated with materialized views such as query execution 
frequencies, base-relation update frequencies, query access 
costs, view maintenance costs and the system’s storage space 
constraints. 

VI. FUTURE ENCHANCEMENT AND APPLICATIONS 

Our experiments show that HadoopDB is able to 
approach the performance of parallel database systems while 
achieving similar scores on fault tolerance, an ability to 
operate in heterogeneous environments, and software license 
cost as Hadoop. Although the performance of HadoopDB 
does not in general match the performance of parallel 
database systems, much of this was due to the fact that 
PostgreSQL is not a column-store and we did not use data 
compression in PostgreSQL. Moreover, Hadoop and Hive are 
relatively young open-source projects. We expect future 
releases to enhance performance. As a result, HadoopDB will 
automatically benefit from these improvements.  

HadoopDB is therefore a hybrid of the parallel DBMS 
and Hadoop approaches to data analysis, achieving the 
performance and efficiency of parallel databases, yet still 
yielding the scalability, fault tolerance, and flexibility of 
MapReduce-based systems.The selection of views to 
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materialize is one of the most important issues in designing a 
data warehouse The view-selection problem has been 
addressed in this paper by means of taking into account the 
essential constraints: maintenance cost and storage space. In 
this paper, we have presented a framework, which is an 
optimized version of our previous work, for selecting views 
to materialize so as to achieve the best combination of good 
query response, low query processing cost and low view 
maintenance cost in a given storage space constraints. The 
presented framework considered all the cost metrics 
associated with materialized views such as query execution 
frequencies, base-relation update frequencies, query access 
costs, view maintenance costs and the system’s storage space 
constraints. 

VII. CONCLUSION 

This paper describes a new framework for face analysis 
including Classification. It improves accuracy of 
performance compared to other methods for uncontrolled 
situations when the image procurement conditions are not 
ideal. The methods and techniques used in this paper have 
access to multiple gallery instances and require expensive 
training. Effective recognition methods are implemented to 
classify images based on trained features.  

A simple and efficient image pre-processing method was 
presented whose practical recognition performance is better 
than the current illumination normalization methods. YALE-
B,a standard database provides new insights into the role of 
robust pre-processing methods played in dealing with 
difficult lighting conditions and thus being beneficial in the 
description of new approaches for robust face recognition. 
Future changes to this implementation would provide better 
identification even in video processing.  
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